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Abstract—We report on a CMOS-based microelectrode array
(MEA) featuring 11,011 metal electrodes and 126 channels, each
of which comprises recording and stimulation electronics, for
extracellular bidirectional communication with electrogenic cells,
such as neurons or cardiomyocytes. The important features in-
clude: (i) high spatial resolution at (sub)cellular level with 3150
electrodes per mm� (electrode diameter 7 m, electrode pitch
18 m); (ii) a reconÞgurable routing of the recording sites to the
126 channels; and (iii) low noise levels.

Index Terms—CMOS-based microelectrode array (MEA), ex-
tracellular recording and stimulation, neuronal interface, recon-
Þgurable switch matrix.

I. INTRODUCTION

S UBSTRATE-integrated microelectrode arrays (MEA) are
arrangements of usually 60 electrodes that are used for

multisite extracellular recordings from electrogenic cells, such
as neurons, heart cells, retinal cells or muscle cells. They are
used in the Þelds of neuroscience and biosensing to study fun-
damentals of learning processes, aging and mental diseases, to
assess the behavior of electrogenic cells in vitro [1]—[4], for
screening of pharmacological agents [5]—[8], or for the detec-
tion of hazardous substances [9].

Even though early publications on MEAs date back already
several decades [10], the Þeld of MEAs is still growing, and
new applications are emerging. MEAs have become commer-
cially available just within the last decade [11]—[13]. Most de-
vices have electrodes with diameters ranging between 10 m
and 30 m and feature densities of up to 100 electrodes per
mm . For a summary of in vitro and in situ applications of
MEAs, see, e.g., an article of Stett et al. [14].

The use of CMOS-based devices can overcome some limi-
tations of passive MEAs, in particular for performing measure-
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ments at a high spatial and temporal resolution. Biological or
electrophysiological experiments at cellular or subcellular reso-
lution are highly desirable to elucidate the contributions of indi-
vidual cells to collective network or colony behavior. The diam-
eter of somata of most neuronal cells ranges between 10 m to
50 m for vertebrates [15], [16]. Three different approaches to
achieve cellular resolution in extracellular electrical recordings
have been realized so far: (i) constraining the cells with regard
to the electrode positions [17], [18], (ii) adapting the electrode
layout to the biological structure [19] or (iii) using high-density
arrays that record from all electrodes simultaneously [20], [21].
The high-density arrays are usually CMOS-based devices that
overcome the connectivity limitation by making use of on-chip
signal multiplexing. The simultaneous recording from all elec-
trodes requires the front-end ampliÞers being placed in each
pixel (recording site), which, due to area constraints, entails
rather high noise levels. Instead of scanning the entire elec-
trode array, the approach presented here provides a reconÞg-
urable electrode/readout-channel routing to select an arbitrary
subset of electrodes for recording and stimulation. This enables
both, low-noise signal recording, and cellular or subcellular res-
olution, since the front-end circuitry can be placed outside the
array (Fig. 1), where sufÞcient area for a low-noise circuit im-
plementation is available [22].

Integrated neuronal ampliÞers [23] are used for two different
applications. They are, on the one hand, used in planar MEAs,
which are in the focus of this paper. However, similar ampli-
Þers with similar requirements are also used for needle-type im-
plantable neuronal probes [24], [25].

The paper is organized as follows. Section I describes the im-
plementation of the CMOS microsystem, Section II details the
measurement setup to operate the chip, Section III describes the
design methodology for the switch matrix, Section IV includes
experimental results, and Section V concludes the paper.

II. SYSTEM DESCRIPTION

The 126 channels and the associated signal ampliÞcation
and stimulation circuitry are located outside the reconÞgurable
electrode array, as depicted in the block diagram in Fig. 2.
The electrode array with the implemented switch matrix is
described in Section II-A. The block of the readout and stim-
ulation channels includes two ampliÞcation and Þlter stages.
They are implemented as Miller-compensated 2-stage ampli-
Þers, which are detailed in Section II-B and Section II-C. Both
stages feature digitally conÞgurable gain and Þlter settings. The
Þrst stage provides a high-pass Þlter (HPF), a low-pass Þlter
(LPF) and a gain of 30 dB. The second stage provides addi-
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Fig. 1. Micrograph of the fabricated device. The size of the chip is 7.5� 6.1 mm , the size of the electrode array is 2.0� 1.75 mm .

Fig. 2. Block diagram of the chip architecture and the on-chip electronics.

tional gain of either 0 dB, 20 dB or 30 dB with a second LPF.
An offset compensation scheme, as described in Section II-C,
was implemented in this stage. AmpliÞer settings, such as gain
and LPF cut-off, are set to the same values for all channels.
Eight channels are then multiplexed and buffered by a third
stage with an additional gain of 0 dB, 6 dB, 14 dB or 20 dB,
and Þnally digitized at 20 kHz using successive-approximation
analog-to-digital converters (ADCs) with a resolution of 8-bit.
The digital recording controller then transfers the data off chip
by means of a 9-bit bus together with chip-status information
and a CRC (cyclic redundancy check) for error detection, as
described in Section II-F. The recording controller also controls

the ADCs and the multiplexers. A one-time programmable
16-bit ID was included on the device that allows for keeping
track of the devices and enables automated database access
for retrieving device-speciÞc calibrations (such as electrode
impedance data) and storing recording protocols. Two addi-
tional channels are used to monitor the temperature and the DC
potential on a separate electrode (Section II-D).

The command decoder and recording controller are imple-
mented in their own clock domains, which allows for a simple
interfacing circuitry on the PCB level. The command decoder
decodes commands that are used to conÞgure the array, to deÞne
the ampliÞer and bias settings, and for stimulation. The stimu-
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Fig. 3. Sketch of a reconÞgurable switch matrix enabling a ßexible subset selection for readout and stimulation. (a) Principle of routing a subset of electrodes
(1—6) to channels (A-F) for readout and stimulation. (b) General implementation of a pixel (marked with the dashed line) within such an array (the implemented
switch matrix is drastically simpliÞed, see Fig. 4).

Fig. 4. Subset of the implemented switch matrix.

lation capability is provided through two 10-bit ßash DACs and
voltage stimulation buffers.

A. Switch Matrix
The ßexibility in electrode selection is attained by the use

of an analog switch matrix, integrated underneath the electrode
array. The switch matrix consists of 13 k SRAM cells and analog
switches (PMOS, ) to deÞne the routing from the
electrodes to the ampliÞers as illustrated in Fig. 3(a). Fig. 3(b)
shows a general form of such a switch matrix, which resembles
routing schemes of Þeld-programmable gate arrays (FPGAs).
The small squares in this Þgure represent the switches required
to connect the electrodes to the wires. Each electrode is con-
nected through connection boxes (C-Boxes) to horizontal
and vertical readout wires. The readout wires are then in-
terconnected by switch boxes (S-Boxes) that contain switches to
connect two wires, either a horizontal to a horizontal, a vertical
to a vertical, or a horizontal to a vertical wire. Wires can also go
through the S-Box without being interrupted by a switch.

The memory bits that drive the switches are located within the
array and are implemented as standard 6T-SRAM cells, made of
minimum-size transistors. An SRAM cell has the advantage of
very small power consumption in static mode, thereby reducing
the power dissipation within the array to a minimum. The fea-
ture size of the CMOS technology used for the fabrication of
the device (0.6 m) and the constraints on the pixel area limit
the number of switches within each pixel to one. As at least one
C-Box with at least one switch is required for each electrode,
some electrodes need to be sacriÞced for pixels that contain a
minimal version of an S-Box without any electrode. However,
the resulting ÔholesÕ are covered up by slightly shifting the other
electrodes, so that Þnally the electrodes are evenly distributed
(Fig. 14). The actual wiring is implemented as illustrated in
Fig. 4, which is a drastic simpliÞcation of the general layout
described in Fig. 3(b).

To obtain the conÞguration for the switches, the switch matrix
is represented as a graph, as illustrated in Fig. 5, and the routing
problem is solved. The problem resembles a binary max-ßow,

Authorized licensed use limited to: ETH BIBLIOTHEK ZURICH. Downloaded on February 12, 2010 at 04:37 from IEEE Xplore.  Restrictions apply. 



470 IEEE JOURNAL OF SOLID-STATE CIRCUITS, VOL. 45, NO. 2, FEBRUARY 2010

Fig. 5. Graph representation to solve the routing problem.

min-cost problem, with the Ôinteresting spotsÕ being the sources
and the ÔchannelsÕ being the sinks. The switch conÞguration
should provide a maximum ÔßowÕ with a minimum cost. How-
ever, there are some constraints that set the problem apart from
the standard max-ßow, min-cost problem and also from con-
straints normally used in FPGA routing algorithms: one elec-
trode can, e.g., pick up the signal from two (or more) neurons.
This means that we have a larger inßow into a node than outßow.
To deal with this issue and with other special routing constraints,
the optimization problem is solved with a general integer linear
program (ILP) solver that permits any linear constraints. The
ILP can be written as:

Minimize
(1)

subject to
(2)

where is a vector of integers to be sought for, is the cost
vector and and are vectors of deÞned lower and upper
bounds. For our routing problem, represents the state of the
switches, i.e., arcs in the graph. The constraint that renders
them either open or closed, i.e., binary, is

(3)

The constraints for all the different node types, shown in
Fig. 5, are given in (4), below.

Additionally, an excess node is added with arcs from all neu-
rons. Those arcs are assigned a high penalty cost to allow for
convergence in the case that a neuron cannot be connected.

The solution of the ILP provides the state of all the switches
within the array. The array is programmed row-by-row by seri-
ally shifting bits into a shift register, located below the electrode
array (Fig. 1) and by then transferring the content to one row of
SRAM cells. Some optimizations on the conÞguration stream
are performed in software to reduce its length and, thereby, the
necessary conÞguration time.

An example of the routing performance is given here. The
cost of the Þrst arcs is given as the Euclidian distance from the
electrodes to the center of the spots of interest. Simulations have
been carried out for routing 126 randomly distributed spots of
interest to the 126 channels. The average distance from any spot
of interest to the closest electrode was found to be 6.75 m
for the used set and provides the lower bound of
the achievable routing performance. The implemented routing
scheme provides an average distance to the connected electrode
of 7.1 m, whereat 114.6 out of the 126 spots of interest are read
out via the closest electrode, 10.1 through the second closest and
the remaining 1.3 via the third or fourth closest electrodes. 102
electrodes in a 6 17 rectangular conÞguration constitute the
largest obtainable coherent electrode block.

B. Front-End Amplifier

Offset and drift that occur at the electrode can signiÞcantly
exceed the signal amplitude. Offsets of up to 1 V and drifts in the
electrode potential of 100 mV within a few seconds have been
measured [26]. For this reason, a HPF, with a cut-off frequency
below 1 Hz has been used in the Þrst stage, as shown in Fig. 6.
As the wiring within the electrode array is single-ended, the

(4)
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Fig. 6. AmpliÞcation stages of the readout channels with the Þrst stage featuring a low HPF cut-off frequency.

ampliÞer was also implemented in a single-ended way with a
pseudo-differential input stage.

The gain of the Þrst stage is 30 dB and is deÞned by
the capacitance ratio . The value of represents a
tradeoff between gain accuracy, corner frequency and area.
A value of 150 fF was chosen for , leading to a total area
of 150 280 m for the Þrst stage. The cut-off frequency
of the Þrst-order HPF is given by the capacitance and the
resistive part of the feedback, which is implemented with two
diode-connected transistors and [27]—[32]. To achieve a
low cut-off frequency, the resistance must be large; therefore,
the transistor is of minimum width. In order to reduce substrate
leakage currents, the length was also kept small (1 m). To
improve the symmetry of the structure and to get a more linear
behavior for small values of , a second diode was added in
reverse direction yielding better deÞned values of even for

. This structure results in a cut-off frequency of below
1 Hz.

The opamp used in the Þrst stage was implemented with
a two-stage ampliÞer with a differential input stage and a
common-source output stage. and are operated in weak
inversion:

(5)

The other transistors are operated with
mV and therefore

(6)

For noise considerations, the transistors have to be con-
sidered. The equivalent input noise of a differential input stage
is

(7)

which shows that the inßuence of and is smaller, if the
ratio of is small. For a good tradeoff between low
noise and small area the terms should be roughly
equal to the term . Additionally, a
tradeoff between thermal and noise must be made. The
noise depends on the area of the transistor

(8)

and does not depend on the bias current. A larger area of the
transistor cannot be achieved by increasing , as this would
lower , which results in larger thermal noise. The
thermal noise is given by

(9)

The thermal noise is dominant in the 5-kHz signal band. A
larger bias current will decrease the thermal noise, as

, but it will also increase the power consumption and will
compromise stability. The transistor size of was chosen
as 360/2 and that of as 10/30, with a bias current of

A and A. The simulated noise level then
amounts to 3.2 (output noise divided by the midband
gain).
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Fig. 7. Miller-compensated two-stage opamp used in the Þrst stage.

The LPF cut-off, , is realized using the Miller capacitance
. The gain-bandwidth product of the opamp is

(10)

with being the transconductance of the Þrst stage and the
gain. The Miller capacitance is implemented as a 1.8 pF capac-
itor, and a second capacitor (4.8 pF) that can be switched on
and off, which yields a LPF cut-off frequency of kHz or

kHz. The exact value depends on the bias current, which,
in turn, can be digitally adjusted at the chip level. A zeroing
resistor was included to improve the stability, with a value of

k . Additionally, the Þrst stage can be by-
passed, which provides a useful means to test features in DC
mode, such as the array routing wires, the DACs and the ADCs.

Due to the large signals that are applied during stimulation
the Þrst ampliÞcation stage can saturate. Therefore, this stage
also features a reset (Fig. 6) switch to discharge the feedback
capacitance C2 and to, thereby, bring the ampliÞer back to its
operating point after it has been saturated. In a pseudo-differ-
ential conÞguration, the impedance at the output ot the ampli-
Þer is considerably larger than the impedance to analog ground.
This impedance mismatch leads to unbalanced charge injection,
which renders the reset to be ineffective. The resistor R6 with a
nominal value of 100 k was added, which reduced this effect
as it is evident from simulations.

C. Second Stage and Offset Compensation

The second ampliÞcation stage is a non-inverting ampliÞer,
also implemented as a two-stage Miller compensated opamp.
The adjustable gain of either 0 dB, 20 dB or 30 dB is achieved
by switching between different resistors R , R and R in the
feedback, as shown in Fig. 6. An LPF with a cut-off of kHz
or kHz is implemented in the same way as in the Þrst stage.
This stage also contains an offset compensation mechanism. It
is implemented by making the width of the current mirror tran-
sistor digitally adjustable (5 bits), as shown in Fig. 8. The
length of the current mirror transistors , , and MS is
12 m, has a width of 28.8 m, of 19.2 m and MS
feature values of 12.8 m, 6.4 m, 3.2 m, 1.6 m and 0.8 m.

An input offset of mV can be compensated in steps of 5 mV
or less.

D. Temperature Sensor and DC-Potential Sensor

Electrogenic cells are very temperature-sensitive. Therefore,
one of the 128 recording channels has been used to monitor the
on-chip temperature. It makes use of the difference in of
two identical, diode-connected bipolar transistors, biased at dif-
ferent currents, to generate a voltage proportional to the abso-
lute temperature (PTAT) [33], [34]. The implemented sensors
are characterized and described in more detail in [26] and [35].

Another channel is used to monitor the electrode DC poten-
tial. It consists of a single ampliÞer stage with a gain of 0 dB
that connects to an extra Pt electrode. Due to the undeÞned elec-
trochemical potential of the Pt, the electrode does not monitor
the real DC-value of the saline solution, instead, it monitors a
potential similar to what all the other electrodes of the array
measure. This potential information can be used for two appli-
cations. First, by monitoring the values of this channel the user
of the system can make sure, that he operates the electrode array
at a potential, at which the pMOS switches within the array are
conducting. This cannot be done by observing the values of the
regular HP-Þltered recording channels. The second purpose is
to detect the occurence of electrolysis anywhere on the chip.
Electrolysis usually results in slow ßuctuations of the potential
within the culturing bath. Monitoring such electrolysis solely
through the HP Þltered channels is dangerous, as the ßuctua-
tions are Þltered out, and, ampliÞers hitting their rail may gen-
erate spike-like signals at their output. Therefore, this additional
channel is intended to be used in parallel to normal operation to
detect broken chips or other irregularities.

E. Stimulation Buffer

To provide electrical stimulation to the cells the HD-MEA
includes the stimulation buffers described in [26] and shown
in Fig. 9. A class-AB buffer was chosen to keep the quiescent
power consumption low. The buffer has a slew rate of 0.5 V/ s
at a load of 20 nF. The quiescent power consumption is 150 W.
When slewing, the buffer can deliver up to 10 mA. The buffer
occupies an area of 42 32 m . The buffers are switched
off, when they are not selected for operation and connected to
an electrode. Stimulation can be applied through two different
routing architectures to the electrodes. The Þrst routing scheme
relies on the use of the readout switch matrix, which connects
one readout channel directly to the output of the stimulation
buffer. The second stimulation routing is implemented in a
row- and column-like fashion, and will be described in more
detail in Section II-G. This second routing scheme allows for
using all recording channels simultaneously and independently
of the stimulation buffer. It also allows for selecting larger rect-
angular patches of electrodes for stimulation. The input to the
stimulation comes from one of the two 10-bit DACs provided
for stimulation. Having two DACs allows for simultaneous
stimulation with two different waveforms. The measurement
implementation (see Section III) allows for sending commands
with an 8 MHz clock, yielding a sampling rate of more than
100 kHz when controlling both DACs in parallel.
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Fig. 8. Second ampliÞer stage with offset compensation.

Fig. 9. Class-AB stimulation buffer (from [26]).

F. Digital Part
The digital part is split into two clock domains, one for the

recording controller side, which also controls the ADCs and the
multiplexers, and another one for the command decoder, which
decodes and executes conÞguration and stimulation commands.

The 16 ADCs in the recording controller part run at a clock
frequency of 3.2 MHz, and need 10 clock cycles for one conver-
sion at 8-bit resolution. One frame of output data consists of 160
bytes, 128 of which are used for the ADC data. The additional
frames are used to transmit status information about the device,
such as the multiplexer settings, the DAC values and ampliÞer
settings. Additionally, the chip address, a 16-bit frame counter
and the command counter are inserted. A CRC (CRC-16/CITT)
used for error detection concludes the frame. For convenience,
an additional pad is used to send frame synchronization pulses.

On the command decoder side, the commands are received as
a bitstream, clocked in by the separate command decoder clock.
The commands are in the following format:

A command starts with a start-bit, followed by the chip
address, the length of the command in nibbles, the command,
the command arguments, and it ends with a CRC (CCITT-4).
A command is only executed, if the chip address matches or
if the chip address is the broadcast address 0xF, and when
no CRC error is detected. Upon each successful command
execution, the command counter is incremented. The command
counter is implemented as a Gray counter, which simpliÞes the
synchronization between the command decoder and recording
controller clock domain. Commands are used to program the
on-chip PROM ID, to conÞgure the switch matrix, to deÞne the
ampliÞer settings (gain, LPF, biasing), to set the multiplexer
switching scheme, to set the stimulation DACs, to adjust the
DC-offset compensation FFs, to conÞgure the stimulation
buffers, and to execute the HPF reset.

Before executing any commands, the command decoder
checks the integrity of the received commands by means of the
CRC. It also increments a command counter on successful exe-
cution of commands. The command counter is then transmitted
off chip, providing a means to track the chip status.

G. Validation and Testing
For electrical characterization, functional validation and

testing of the fabricated devices several supporting blocks have
been implemented. Electrical characterization and functional
validation can be achieved through the test probe access, shown
in Fig. 2. Fig. 10 sketches the implementation of this probe
access. It consists of a shift register, into which probe settings
can be serially loaded, independently of the operation of the
digital core of the device. The probe shift register is divided
into two parts that can be individually activated through the
corresponding test mode pins. One part is for overriding the
ampliÞer settings, which are normally provided by the digital
core. This option can be used to overcome limitations caused
by the digital controller, in using, e.g., unforeseen operation
modes. The other part of the shift register holds settings that
determine the routing of the probe input and probe output ports.
Those access ports are wired in a way to give access to all
ampliÞer stages and the stimulation buffer of channel 0, the
ADC, the DACs, and directly to the electrode array. The output
probe supports both, the buffered and unbuffered mode. The
unbuffered mode is useful for current measurements.

The testing of the digital part is supported through the
implementation of two scan chains, one for each clock do-
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Fig. 10. Probe access for electrical characterization and validation.

Fig. 11. Block diagram of the system. A photograph of the support board with plugged-in chips is shown on the left side.

main. Testing of the analog part and, especially the ADCs, is
simpliÞed by using the bypass mode of the Þrst stage, which
eliminates the HP function (Fig. 6). To be able to validate and
test the routing within the electrode array, a separate row of
stimulation buffers has been implemented, which makes use
of an additional wiring scheme within the array. These buffers
can be connected to the electrodes without making use of the
normal routing wires. They rely on a grid-like routing, which
supplies the stimulation signals on horizontal stimulation wires,
and which connects the buffers to the electrodes by means of
vertical stimulation-enable lines. These additional stimulation
buffers are also useful for, e.g., the stimulation of large rectan-
gular blocks of electrodes.

III. MEASUREMENT SETUP

The measurement system as depicted in Fig. 11 consists of
three main blocks. A custom-designed PCB was built that pro-
vides sockets for Þve HD-MEAs that can be operated simulta-
neously. It is essential to avoid mechanical perturbation by han-
dling devices with plated cells prior to measurements. There-

fore, a multichip setup has been developed [3]. The board pro-
vides all necessary clock and digital control signals, as well as
all required analog references to the chips. The value of the
references can be programmed using the on-board micropro-
cessor. This processor also monitors the environmental condi-
tions (temperature and humidity). To minimize the amount of
required connections, the data are serialized on the board and
sent via two twisted-pair links at 16 MB/s. By using a serial
LVDS protocol, a 6-wire ribbon cable is sufÞcient to connect
the board with the rest of the system.

The main data acquisition and feedback control unit is real-
ized using the platform Xilinx Virtex-II-Pro FPGA. This com-
ponent features fast data-processing algorithms, implemented
on the programmable logic, and also hosts two PowerPC cores,
both capable of running a Linux operating system with clock
frequencies up to 300 MHz. The data are converted back to a
parallel representation, the data streams from the different chips
are separated, and a CRC check is performed. The extracted
data are then distributed via an internal data bus to the data pro-
cessing units, e.g., compression and spike-detection units. These
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